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Abstract—The Future Internet era dictates the deployment of
high complexity systems having a variety of properties such as
adaptivity, self-configuration and self-optimization. This paper
discusses on the design and deployment of a context-aware man-
agement architecture, for mixed-criticality applications. The ar-
chitecture of an autonomous smart building system is described,
focusing on diverse requirement satisfaction, including response
time, energy efficiency and users’ needs. The main objective of
the architecture is to investigate the relationships between context
awareness characteristics and mixed-criticality aspects, and to
identify ways to exploit the one in favor of the other. The analysis
provides solid evidence that such an architecture is realistic and
can lead to highly competitive systems.

I. INTRODUCTION

The Internet of Things (IoT) connects embedded devices,

sensors and actuators to the Internet. Estimations show that

around 50 billion devices will be connected to the Internet

in 2020 [1]. Novel applications, ranging from autonomous

driving and robotics [2], [3] to healthcare, which improve the

quality of human life, will be enabled by IoT. Common to

these applications is the collection of sensor information, the

control of actuators as well as time-critical communication and

control tasks. The gathering and processing of data acquired

by those devices will result in an increase of adaptive data

aggregation devices. Thus, the architecture for such systems

must be designed in an organized, scalable, and efficient way

that leads to a seamless deployment of IoT applications on a

generic platform.

Several challenges rise based on these new requirements.

For instance, the “silo effect” problem, where different appli-

cations do not share anything related to the infrastructure, is

commonly present in the big variety of applications developed

based on IoT technologies. The same issue may be found

in the lack of global standardized methods used to collect,

send and process data from sensors and actuators [4]. This

issue is far more important in the cases that mixed-criticality

applications shall be handled by a management system rapidly

and effectively.

Moreover, IoT communication systems need to support real-

time low-latency operating modes. These properties cannot be

realized by a distant cloud connection due to the reliability of

network communications as well as the finite speed of light.

Hence a network of autonomous nodes near to the IoT devices

is required to enable low-latency context aware operation,

which could be valid for mixed-criticality applications.

Another critical issue is the usage of different network ac-

cess technologies. There is not a unique solution or standard to

enable a universal platform between the nodes and the servers.

Instead, each vendor decides which technology fits best in their

architecture to implement it. Hence, current infrastructure has

to deploy specific and proprietary solutions and protocols to

be able to connect and interact with things. Another aspect of

these protocols is the unencrypted communication between the

different parties; anyone with access to the wireless medium

can read or intercept any message. Therefore, a solution that

offers dynamic reconfiguration secure capabilities and more

independence from the hardware platform is required.

Last, in the near future, embedded multi-core applications

will integrate multiple functionalities on a single chip. These

applications are expected to show different criticality levels

which could lead to a significant and potentially unaccept-

able increase of engineering and certification costs. Several

approaches to keep these costs on a reasonable level follow

the idea of partitioning in time and space and are already in the

research pipeline. In order to develop reasonable approaches

that allow the integration of different types of mixed-criticality

applications on a single system, potential applications need to

be examined.

In the light of the above, the goal of this paper is to describe

an architecture and define potential applications for the man-

agement of mixed-criticality smart building applications. The

proposed architecture (i) responds to the silo effect problem,

through organizing the architecture with “intelligent agents”,

enabling mixed-criticality applications to share resources pro-

vided by the infrastructure and the underlying network access

technologies; (ii) targets autonomy at many levels enabling

low latency context-aware operation, through the utilization of

autonomous decision making modules that provide context-

aware solutions in terms of distributing the resources on a

real-time basis among mixed-criticality applications and (iii)

is capable of keeping engineering and certification costs at low



level, following the idea of partitioning in time and space.

II. MOTIVATION

A. Context aware IoT systems

Context-Awareness is an area of Computer Science which

deals with the adaptation of computing systems to the user’s

current context. The most recognized definition for the term

“context” was from Day [5]: “Context is any information that

can be used to characterize the situation of an entity. An entity

is a person, place, or object that is considered relevant to the

interaction between a user and an application, including the

user and applications themselves.” The key-concepts related

to context awareness include (i) context acquisition, which

is related to the gathering of the data required for context

awareness, and can be categorized based on several sets of

criteria [1], [6], [7], (ii) context reasoning, which is related to

the understanding of the data towards context awareness [8],

(iii) knowledge-based decision making, which is related to the

exploitation of context awareness [9], [10], and (iv) context

delivery, which is related to methods available for delivering

context to consumers [11].

On the other hand, regarding mixed-criticality systems

(MCS), they were first introduced by Vestal (of Honeywell

Aerospace) in 2007 [12]. It employed a somewhat restrictive

work-flow model, focused on a single processor and made use

of Response Time Analysis [13]. It showed that neither rate

monotonic nor deadline monotonic priority assignment was

optimal for MCS; however the optimal priority assignment

algorithm presented in [14] was found to be applicable.

Baruah and Vestal [15] generalized Vestal’s model by using

a sporadic task model and by assessing fixed job-priority

scheduling and dynamic priority scheduling. They demon-

strated the important result that EDF (Earliest Deadline First)

does not dominate fixed priorities when criticality levels are

introduced, and that there are feasible systems that cannot

be scheduled by EDF. The research effort of Huber et al.

[16] addresses multi-processor issues and virtualisation. It

focused on AUTOSAR and resource management (encapsu-

lation and monitoring) with time-triggered applications and a

trusted network layer. Further impetus to defining MCS as a

distinct research topic came from the white paper produced by

Barhorst et al. [17], and a workshop report from the European

Commission [18]. A mixed-critical system can be defined

as “an integrated suite of hardware, operating system and

middleware services and application software that supports the

execution of safety-critical, mission-critical, and non-critical

software within a single, secure compute platform” [19].

In order to fulfill these requirements a strong isolation of

applications is needed. Such an isolation is succeeded if the

execution of one application is not influenced by the behavior

of other applications. According to recent research efforts,

such isolation may be either spatial, i.e applications must be

executed in independent memory address spaces or temporal,

where the real-time behavior of an application must be correct

independently of the execution of other applications [20].

Based on the technology advances in both these research

fields, this paper focuses on bringing them together, motivated

by the need to provide answers to the following questions:

How is context awareness related to multi criticality in sys-

tems? To what extend can the data exploited in the framework

of context awareness, be used in order to define and distinguish

between critical and non-critical applications? How can multi

critical applications affect the context of a system?

We will try to provide answers to the aforementioned

questions, through the presentation of an envisioned context-

aware smart building management system with multi-critical

applications, as described in what follows.

B. Context acquisition in mixed-criticality systems

Let it be noted that in the context of this paper, sensors are

considered as the primary source of any type of information

that leads to contextual acquisition. Context acquisition can

be categorized according to a set of criteria, such as: (i)

Initiation: sensor data can be acquired either after a request

made from a software component to the sensors (this method

is called a “pull” method), or after the sensors periodically

send information to the software component (“push” method)

[6]; (ii) Frequency: sensor data can be acquired either in an

instant mode, whenever a specific value threshold is violated,

or in a periodic interval mode, through transmitting data every

X time units. In both types, either push or pull methods can be

utilized [1]; (iii) Source: context related data can be acquired

either directly from sensor hardware, or indirectly from a

middleware employed for this purpose, or even from context

servers through web service calls [7]; (iv) Sensor type: context

data is derived either from physical sensors that generate data,

or from virtual sensors that retrieve data from multiple sources

and combine it to generate sensor data, or even from logical

sensors that combine physical and virtual sensors to provide

meaningful information [21]; and (v) Acquisition process: the

process to acquire data requires either sensing data, deriving

data through calculations, or manually providing data in terms

of user preferences [22].

Such data acquisition processes may be highly affected

by different criticality levels of applications within the same

system. For instance, a categorization can be carried out based

on a new criterion, introduced by the criticality level of each

application where a data set may refer to.

C. Mixed-criticality systems and Context reasoning

Context reasoning can be achieved with many different

techniques, most of which derive historically from the fields

of AI and machine learning. These various context reasoning

models can be divided into different categories, depending

on their principles. There are those that follow a supervised

learning technique and those that follow an unsupervised one,

i.e. the distinction is whether or not a training set is used to

calibrate the reasoning model. Another category is whether

the reasoning is inferred using rules or logic. An in-the-

middle solution between logic and rule based approaches can



be achieved by using ontology semantics, especially now that

semantic web [8] is evolving rapidly.

Regarding the proposed system, the computational resources

are not unlimited but to the contrary very limited, especially

on each core. Hence, although the computational power is

increased by arranging the multiple cores in a distributed

system form, it is considered as the most reasonable solution

to keep the computational cost as low as possible. Therefore,

given the relatively small number of produced rules that can

describe the decision making of the proposed system, it is

simpler and faster to follow the path of rule based reasoning.

Furthermore, in order to exploit the distributed nature of

the multiple cores, the rules can be divided into specific

domains, and be distributed along the multiple cores. Each

such domain, should be as autonomous as possible from all

the other domains; especially all the low level rules should

be independent and only at higher level should be conflicts

between the domains. In this fashion, the computational burden

is distributed along the cores and simple decisions can be

made by each core, depending on the input. Only for the few

decisions that need to be combined with decisions from other

domains, an extra communication cost will be added to the

total computation cost.

D. Context-aware and knowledge-based decision making

The unquestionable deployment of high complexity systems

in modern ICT can be facilitated through several concepts,

one of which is the reconfigurability concept, often seen as an

evolution of “software defined radio” [23]. Moving one step

further, complexity can be fought through the design of com-

munication infrastructures on the premises of self-management

and learning, i.e. acting in a context-aware manner and also

exploiting cognitive networking principles [10]. In general, a

cognitive system is capable of retaining knowledge from past

interactions with the external environment and deciding upon

its future behavior based (i) on this knowledge, (ii) other goals

and also (iii) policies, so as to optimize its performance. It is

anticipated that cognitive systems can facilitate the design, de-

velopment and integration of novel services and applications,

needed to support diverse requirements in terms of Quality of

Service (QoS) or Quality of Experience (QoE) [9]. Cognition

as a concept might involve various parts of a communication

infrastructure, i.e. network segments, terminals, e.t.c. and can

be applied either in a centralized or in a distributed manner.

However, it is believed that distributed, even autonomic solu-

tions might be more appropriate in terms of complexity. Thus,

research is moving towards the adoption of solutions that lie in

accordance with the context-aware decision making paradigm

[7]. Nevertheless, context awareness has rarely been seen until

now in relation with mixed- criticality applications.

As already stated, mixed-criticality systems are character-

ized by the integration of critical and non-critical applica-

tions on the same computing platform. In order to fulfill

these requirements a strong isolation of applications (critical

and non-critical) is needed. An application is isolated from

others if its execution is not influenced by the behavior

of the other applications. Nevertheless, every process has

implications to the overall system. Scheduling policies and

scheduling techniques to achieve the independent certification

of critical partitions of applications have to be consolidated.

The scheduling problem is one of the most active research

area, resulting in proposals of different approaches to deal with

partitioned systems. However, techniques that can guarantee

the incremental scheduling of partitions are still needed.

Using intelligent agents along with distributed context-

aware and knowledge-based decision making algorithms, can

result in such scheduling issues to be carried out in a more effi-

cient way. Context awareness can be the key towards enhanced

multi - criticality scheduling, through the exploitation of the

capabilities of reconfigurable / self-adapting infrastructures.

Another critical issue where the proposed approach aims

to provide advances with respect to state of the art, is the

proposition of a fully reconfigurable platform, being capa-

ble of dynamically, transparently and securely utilizing the

most appropriate network access technology for operation,

thus defining and isolating applications if necessary. Shared

hardware resources in multicore systems have need stated

to introduce several challenges, as they have an impact on

temporal isolation. The use of shared resources (such as

L2/L3 cache, memory, bus, IO, e.t.c.) by partitions running

on different cores in parallel introduces an interference in

the overall execution. This interference impacts directly in

the independent behavior of partitions and, as consequence,

in its independent certification.This challenge though can be

addressed through the transparent and secure utilization of the

most appropriate network access technology for operation, by

avoiding or minimizing interferences.

Finally, the proposed system targets autonomy at many lev-

els enabling low latency context-aware operation, via the uti-

lization of autonomous decision making modules that provide

context-aware solutions in terms of distributing the resources

on a real-time basis among mixed-criticality applications.

III. MULTI-CORE CONTEXT-AWARE ARCHITECTURE

Our envisioned architectural framework is depicted in Fig-

ure 1. It must be noted that our architecture supports plug

and play connectivity and is designed to be scalable, self-

optimized, and multi-layered.

Starting from the lowest layer, the sensing units are found

which report to an authority (aggregator) that is responsible for

providing web based RESTful services. As it has already been

mentioned due to the “silo effect” issue, each different sensor

most likely uses different technology for communicating, and

hence for each different technology one different aggregator

is assigned. Therefore, each set of same technology sensors

is responsible for reporting its own data to a designated data

aggregator. In Figure 1, two different sensor technologies are

depicted, the MICAZ and IMA sensors that each communicate

with two different aggregators, i.e. a Raspberry Pi and an IMA

aggregator respectively.

At the next layer, that of the aggregators, various different

procedures are serviced, e.g. keeping an up-to-date list of
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Fig. 1. Overview of the architecture

available sensors, making sensors’ data available through the

RESTful services and communicating with the sensors. The

only limitation is that each aggregator unit must provide

RESTful services in the standard way. A very important

aspect of the communication is the secure transmission of data

from the aggregators to the next layer. It must be clarified

that the encryption concerns the communication between the

aggregators and the next layer, where aggregated data are

transmitted; the communication between the sensors and the

aggregators is unencrypted since the sensor cannot tackle the

computational burden of encryption. Even if the sensors were

computationally capable of encrypting data, the communica-

tion between the sensors and the aggregator is usually over

a proprietary communication protocol and hence cannot be

changed by a third party.

One layer above the aggregators is the middleware of

the Registry Unit. Since there are many aggregators with

different IP addresses, which all employ the TCP/IP stack

to provide their RESTful services over HTTP, one should be

able to discover available aggregators without much trade-

off. Hence, that need is covered by the Registry Unit. The

registry unit is responsible for keeping an up to date list of

the services available from the aggregators and is contacted

by the aggregators in order to register their services. Moreover

the aggregators can update and delete any service they own.

Additionally, the registry unit is responsible for polling said

registered services to check on their availability and if not

remove them from its list.

The top layer is that of the autonomic decision making unit

(ADMU). This component adds the required intelligence on

the proposed system, by deciding on actions to be carried

out from smart agents, through their services. The decisions

are based on policies set by third parties, like users or

energy efficiency policies, by taking into consideration user

feedback/preferences, the context information from the sensing

units and information from the pattern repository. Alongside

the aggregators, the ADMU is responsible for the self-healing

and self-optimization of the system.

Based on the above description, it is clear that in the case of

either the aggregator or the ADMU, the system must run more

than one task, namely sensing, sanity checks, and encrypted

communication with the higher layer for the aggregator and

polling/sensing, data mining, encrypted communication with

the lower layer, and decision making for the ADMU. All the

above tasks and especially the encryption/decryption phase

of the communication are so computationally intense for a

simple uniprocessor embedded system that would definitely

lead to lags and latencies. Luckily, nowadays there are many

options for multi-core embedded systems, which allow the

smooth concurrent execution of all tasks and hence, both

the aggregator and the ADMU of the proposed system are

implemented on multi-core processor systems.

A. The registry unit

As described previously, the registry unit constitutes a

simplified DNS-like service (Figure 2). It supports three kinds

of requests: to GET data, to POST/REGISTER data, and to

DELETE data. A custom made http server hosts the services

consisting the Registry API.

Any component may poll the registry unit so as to get a

list of available components (either aggregators or applica-

tion/service components) in the area. Moreover, it may ask

for available services of a specific component. A registry entry

consists of the component description, information for the IP

it is available at, and the components services followed by a

short description of each service. For example, an application

component may poll the registry with an aggregator id and

a sensor id as HTTP parameters. The registry should let the

application component know about the available services the

aggregator offers on sensor level on that specific sensor. Such

services might be for instance, a switch toggle, a specific

sensor reading or a battery level. Components are the only ones

responsible for posting the data to the registry unit through a

registration procedure. This procedure is done over HTTP as

well. A component is also responsible for renewing its registry

 

Fig. 2. The registry unit



records when a service/sensor node is no longer available.

The registry unit can opt to delete an component and the

services it offers, denoted with the unique ID, assigned to

at the register process, if the component has not renewed his

records in a while. The services provided are currently fully

RESTfull and therefore can be easily manipulated and be used.

Moreover all reply messages are in JSON form to allow for

easier manipulation of the data received. A developer willing

to develop an application using a wireless sensor network

(WSN) that uses the registry unit, can simply poll the registry

for the services’ descriptions and get started effortlessly.

The registry unit acts as discovery service for the users

currently entering the smart building and a registry service

for the autonomous components currently available. As such,

no information about the underlying WSN and sensor types

is maintained in the registry. Aggregators are responsible for

the correct documentation of their services and that allows us

to consider a layer of abstraction over the WSN.

B. The ADMU Unit

The main idea behind ADMU is the development of the

system-level schemes fostering autonomous functionalities as

the technological solutions for mixed-criticality problems. In

particular, it is anticipated that the existence of centralized

control entities cannot be guaranteed in mixed-criticality sce-

narios, rendering autonomous functionalities a necessity. The

solutions are based on the autonomic networking concept, uti-

lizing the newest results from several research areas, including

dynamic distributed systems, self-management, self-healing,

self-organizing and other self-x related management concepts,

artificial intelligence, and machine learning.

In particular, having as inputs: 1) contextual information

(number of sensors, types of sensors, types of services, critical-

ity levels), 2) profile information (capabilities of sensors, user

preferences, service profiles), as well as 3) policies information

(restrictions to the solution space invoked by the user or a

regulator) autonomic decision making algorithms will be able

to decide on prioritizing a service against another service,

or changing the parameters of a service provided, so as to

provide the user with the maximum QoS levels possible, whilst

satisfying a set of pre-defined criteria.

Decision making is based on a combination of supervised

learning based on known regulations and policies while taking

into account the inputs provided from the sensors and the

registry unit, as well as parameters learned and/or configured

based on accumulated history of actions.

IV. USAGE EXAMPLES

Having implemented the above architecture, any user who

wishes to find a service can poll the registry unit for its

services list and call the service available at the aggregators

IP with the pattern that is described in the record of the

registry unit. It should be noted that when we refer to users,

we don’t necessarily limit to human beings, but applications,

smart agents e.t.c. can be included as well. All of the above

communications are described in Figure 2 extensively.

Moreover, agents that provide policies and patterns could

be included at the top layer. As far as policies are concerned,

looking strictly from an energy efficiency spectrum, a smart

meter is able to provide data about energy consumption in

our system, i.e. a smart-home, and provide this information to

the ADMU, that in turn should then decide on how to exploit

these data. On the other hand a user, i.e. an inhabitant of

the said smart-home, from his/her actions provides patterns of

usage that are compiled in the pattern repository. The pattern

repository collects data from the sensors, the smart devices,

and operating sets and procures patterns of usage, which are

used from the ADMU to make decisions. These decisions

clearly follow the multi-critical nature of our architecture and

at different times or under different context, the same actions

may have different criticalities.

Two elementary case studies will follow, describing every-

day usage examples of the system. Additionally, the mixed-

criticality nature of the proposed architecture is demonstrated

especially in the second example.

A. Case I : Energy efficient heating

Let us assume a system implementation that is able to

measure real-time energy consumption. The proposed system

aims to (i) act as a pervasive system in order to satisfy the

user’s needs and (ii) minimize the overall energy consumption

in the house. This leads to a trade-off that the system has

to handle. Based on the context, the system knows that the

temperature in a specific room has to be at least 20 degrees

Celsius after 15.00. This knowledge can either be given by

the user e.g. through a mobile application or it can be inferred

automatically based on previous user’s actions, e.g. the user

keeps setting that temperature to 20 degrees for the last 3 days

at the same time. However, for some reason the user needs

have changed and the desired temperature must be reached

two hours earlier. According to the system’s analysis regarding

energy consumption, the optimum operation of the heating

system would lead in the room having less than 20 degrees at

that specific time of the day, since it is more energy efficient to

gradually increase the temperature over time than to increase

it sharply. Nevertheless, the critical service/requirement is the

one regarding the minimum temperature, so the system should

be able to decide based on that, regardless the effects on the

energy consumption.

B. Case II: Prevent further damages from water leakage

Let us assume a system implementation that is able to sense

humidity, i.e. humidity sensors are connected to the aggrega-

tors. The proposed system aims to act as a deterrent system

against water leakage and should take specific actions in such

cases regardless of any other direction/guideline/context from

the user. When a sensor measurement indicates very high

humidity above a threshold or even leakage for example in the

boiler, the system instantly shuts down the electric power to the

boiler and any adjacent electrical appliances. Furthermore, the

user should be notified and if possible the building janitor as

well. Ideally, the system should also have access to an electric
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valve to stop the main water supply, as depicted in Figure 3.

Thus, all the above actions are set to the most (safety) critical

level and must be satisfied before all others. Obviously any

other decisions that are possible contractive to the most critical

actions will be ignored. It goes without saying that under

other circumstances, i.e. if the humidity levels are high but

not implying a water leakage, other decisions are made (e.g.

ignition of the ventilation system) classified as non-critical.

Apart from the above two indicative examples, the final

fully evolved system will be tested against various situations.

As already mentioned, many different sensors will be included

and hence many rules of different nature and different criti-

cality will be given. The dynamic nature of the system itself

will allow it to be trained according to each user’s needs and

demands.

V. ANTICIPATED EXTENSIONS AND CONCLUSIONS

This paper has presented a context-aware, smart build-

ing management multi-core architecture, for tackling mixed-

criticality applications in an IoT context. The current status

of the envisioned architectural framework is based on a

basic number of different sensors as well as on a registry

unit with basic functionalities. Future enhancement of the

system is expected to take place in the near future, using

and integrating Freescale ARM based wireless transceivers and

microcontrollers in the 802.15.4 2.4GHz band.

In addition to that, more sensors are to be embedded into

the PCB or to be designed as add-ons to the existing platform

including RFID/NFC, Fingerprint readers, Gyroscopes / Ac-

celerometers / Magnetometers as well as Bluetooth sensors to

be used for the users’ profile identification.

Regarding the data aggregation and the registry unit, this

will be enhanced using an embedded module based on the

Freescale Vybrid platforms with a Cortex A5 + M4 that will

also be developed and allow the smart building’s autonomic

system of mixed-critically solutions. For instance, the Cortex

A5 will enhance the system as it enables to include a Linux

platform to port the current existing platform, while the M4

enables including a barebone implementation or the MQX

RTOS to support critical real-time processes.

Furthermore, autonomous, knowledge-based decision mak-

ing units will be deployed for tackling mixed-criticality related

decisions and for optimizing the performance of the proposed

architecture, considering a number of criteria (policies). Fi-

nally, communication interfaces will also be added to the

system, namely Ethernet with a fully TCP/IP stack, 802.15.4

transceiver and antenna e.t.c..
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